
Process Mining Pipelines with Controlled Sharing
of Data and Algorithms

Andrea Burattin1, Ekkart Kindler1, Nicholas Dyhre1, Sebastian Vestrup1,
Francesca Zerbato2, and Barbara Weber3

1 Technical University of Denmark, DTU Compute
2 Eindhoven University of Technology, The Netherlands

3 University of St. Gallen, St. Gallen, Switzerland

Abstract. Process mining leverages execution traces within an organ-
isation’s IT systems to gain insights into its processes. Despite being
a mature discipline in academia and industry, setting up process min-
ing pipelines is still a complex task and involves programming, manual
steps, and considerations of privacy and intellectual property. This paper
introduces a platform based on a distributed architecture that helps de-
fine, deploy, and execute process mining pipelines across organisations.
The requirements for this distributed architecture and platform are de-
rived from a set of process mining scenarios, whose relevance is validated
through a survey. Furthermore, this paper introduces a prototype for an
initial version of the platform, demonstrating feasibility and supporting
the specified requirements.

1 Introduction

Process mining is a data-driven discipline aiming to extract insights from process
execution data typically stored in event logs and combining it with other arte-
facts, such as process models or business rules [2]. Over the years, a multitude of
algorithms and techniques have been developed, many of which are available as
open-source tools (e.g., ProM [6], bupaR [10], or PM4Py [5]), or as commercial
products offered as services or on-premise solutions. Consequently, when creat-
ing a process mining pipeline, process analysts are faced with a wide range of
choices, including many techniques and their different implementations [17].

The decision of which specific tools to employ hinges on several factors,
including context-specific requirements and constraints on data and algorithm
sharing. Additionally, the availability of algorithms, whether locally within an
organisation or remotely as a service, and their open or closed-source nature
further influence these choices. Obtaining the best possible results for a specific
purpose might require the combination of diverse data sources and algorithms
across different organisations. Setting up such process mining pipelines remains
cumbersome: It involves programming for adjusting interfaces and manual steps
for adjusting and transferring data and for invoking algorithms on them; and it
needs to take care of the privacy of some data and intellectual property rights
when running third-party mining algorithms.

In this paper, we investigate the issues and problems when setting up process
mining pipelines across different organisations. Then, we propose a Distributed
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Architecture for Process Mining (DAPM). This architecture and the supporting
platform make it possible to easily define, deploy, and execute process mining
pipelines across different organisations. This is driven by the research question:
“How can we assist process analysts in sharing data and algorithms for process
mining in a controlled manner?” This allows analysts to share and re-use data,
algorithms and processing pipelines, while simultaneously affording them the
ability to maintain the privacy of these resources when the context demands it.

In Sect. 2, we articulate the problem at hand and delineate a set of representa-
tive scenarios. In Sect. 3, we derive functional and non-functional requirements.
In Sect. 4, we introduce a first architectural design. A comparison with existing
systems in Sect. 5 and the Conclusion, Sect. 6, complete the paper.

2 Problem Description and Validation

In this section, we delineate the research problem by presenting a concrete ex-
ample in Sect. 2.1, and by defining a set of representative scenarios in Sect. 2.2
that capture key aspects of the problem. Finally, in Sect. 2.3, we present the
results of a survey conducted to validate the representativness of the scenarios.

2.1 Motivating Example

Let’s consider the following illustrative example:

Hospital FirstAid would like to improve its Delivery of Care process in the Emer-
gency Department. Process mining has been identified as a viable technology.
Alice is a data scientist and researcher at the hospital in charge of the project.
Among other aspects, Alice identified the needed data sources, which are dis-
tributed across different systems and providers. Alice is particularly interested in
predictive process mining and plans to develop her own algorithm and benchmark
it against the state-of-the-art.

In order to make the situation more specific, let us elaborate on some aspects
of this example in more detail:

Data sources and repositories: To test different algorithms, Alice uses two reposito-
ries of event logs that have different levels of confidentiality: (i) a private database
from the hospital FirstAid, containing sensitive data about patient histories, med-
ical procedures and outcomes, and (ii) a public repository of health records, in-
cluding data about health interventions across all the hospitals in the country.
Algorithm benchmarking: Alice wants to compare her new technique with state-
of-the-art process mining algorithms. One of these algorithms is made available
by an external provider, who does not share the source code of it. Alice is not
allowed to share sensitive data outside the hospital and wants to maintain the
confidentiality of her technique during the benchmarking phase.
Algorithm sharing: Upon successful benchmarking and validation, Alice wants to
share her technique and make it available for use by other researchers. Then, she
also shares the source code to be compliant with open science principles.
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Algorithm reuse and extension: Bob is a researcher working for a different hospital
who wants to integrate Alice’s technique into his predictive analytics pipeline.
Since he works with anonymised data, he can use Alice’s technique and outsource
the computational task. However, after a while, he notices that the interoperability
of his and Alice’s algorithms can be improved. Thus, he gets the source code from
Alice and extends it for this purpose.

This example highlights some of the challenges associated with creating and
configuring process mining pipelines: (i) work with and integrate data sources
having different levels of privacy and confidentiality, (ii) orchestrate the exe-
cution of algorithms with different requirements of source code visibility, de-
ployment, and execution, and (iii) allow for the interoperability of data and
techniques across organisations while maintaining organisational boundaries.

2.2 Distilling the Problem into Representative Scenarios

The problem presented in Sect. 2.1 captures a complex setting with several sub-
problems that we broke down into its basic features, devising scenarios.

Scenario Elicitation Process. To identify the scenarios, we followed a system-
atic approach where we considered the main phases involved in process mining
projects [7]: defining research questions, data collection, data pre-processing,
mining and analysis, stakeholder evaluation, and implementation. We observed
that the relevant entities/actors across these phases are: (i) stakeholders and
service providers (i.e. organisations), (ii) data, (iii) algorithms, and (iv) ana-
lysts/developers. As reported by Zimmermann et al. [20], in areas like health-
care, banking, or insurance, the data cannot leave the organisation due to data
protection and security regulations—presenting serious challenges for process
mining projects. Having an explicit way of contextualising data, algorithms, and
analysts/developers with respect to organisations represents an important step
towards acknowledging the problem and thus devising a solution. With these
entities and actors identified, the possible conceptual interactions among them
can be modelled. The elements for defining scenarios are shown in Table 1:

– Stakeholders and service providers are organisations that, in the context of
this paper, own data and are capable of executing mining algorithms.

– The concept of data is represented in our scenarios as two separate elements:
repositories and objects, where repositories are data containers and objects
are data produced or consumed by mining algorithms.

– Algorithms are represented as miners with corresponding interfaces for spec-
ifying the input and the output objects. A miner is not necessarily a control-
flow discovery algorithm but can be any process mining algorithm.

– The role of developers and analysts consists of creating new miners or, re-
spectively, constructing an analysis pipeline by wiring objects and miners
using connectors. Data and algorithms can reside with different organisa-
tions, yet analysts can decide to connect them across organisation borders.
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Element Description

O1
Organisation. An organisation, called O1, has a collection of repositories and
miners. In our scenarios, we assume that no information leaves O1 unless a
connector connects it to a miner outside of O1.

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1

Repository. A repository, called R1, is a place where objects (e.g., data, event
logs, models) can be created, read, updated, and deleted. This can be as simple
as a file system or a database.

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1

Object. An object, called out1, which can be created, read, updated, or deleted
by a Miner in a Repository: they can be the input or output of a Miner.

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1

Miner. An executable miner “Miner 1”. Miners expect inputs and create out-
put objects. These are represented by

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1 and

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1 , respectively. A miner can be
shadowed from source code; indicated by stereotypes «source» and «shadow».

Legend of the notation used

Element Description

Repository

A repository, called R1, which is a place where objects (e.g., event logs, models) can be created, 

read, updated, and deleted. This can be as simple as a filesystem or a database.

Miner

An executable miner, called Miner 1. Miners expects input objects and create output objects. 

These inputs and outputs are represented by  and , respectively. 

In the figure, Miner 1 expects two objects as input and creates one object as output. A miner can 

be shadowed from a source; this situation is indicated by stereotypes «source» and «shadow».

Organization

An organization, called O1, having a collection of repositories and miners. In our scenarios, we 

assume that no information leaves O1 unless a connector connects it to a miner outside of O1.

Object

An object, called out1, which can be created, read, updated, or deleted by a Miner in a 

Repository. Objects can be used the input (i) or output (o) of a Miner.

Connector

A connector that specifies which objects are input and output of a miner (also across 

organizational borders).

R1

out1

Miner 1

Connector. Connectors wire specific objects as input and output of a miner.

Table 1: Description of the elements used in the presented scenarios.

R1

in1

R2

out1

O1

Miner 1

Fig. 1: S1 - Single organisation and sin-
gle miner.

R1

in1

R2

out1

O1

Miner 1

O2

Fig. 2: S2 - Two organisations and single
miner.

Scenario Description. With these graphical elements, we can define five sce-
narios that, taken together, capture the most relevant interactions among the
entities that appear in a process mining project.

In the first scenario, S1 (Fig. 1), we can imagine a person working for a
given organisation, O1, with access to two repositories: R1 and R2. In R1, an
event log, called in1, is stored, whereas R2 is the container for the results of
the analysis. The analysis itself will be performed using Miner 1, which is an
algorithm installed within organisation O1. Figure 2 presents scenario S2, where
a second stakeholder is involved as a provider of the used mining algorithm. In S3
(Fig. 3), the analysis requires two different operations (i.e., two different miners),
where the results of the first are used as inputs of the second. In addition, the
two miners are running at two different organisations. In scenario S4 (Fig. 5) the
miner is shadowed (i.e., shared as executable without sharing the source code)
to the organisation where the data resides (as opposed to moving the data). In
this way, the data does not leave the premise of the organisation that owns it.
Finally, S5 (Fig. 5) emphasises the fact that one of the “organisations” is actually
a personal machine, and the owner is planning to perform some comparisons
(e.g., benchmarking) with other miners located at other organisations.

Please note that the illustrative example described in Sect. 2.1, can be fully
captured by a combination of the concepts mentioned in the scenarios above and



Process Mining Pipelines with Controlled Sharing of Data and Algorithms 5

in1

O3

in2 Miner 2

O2

Miner 1

O1
R2

out1

R1

Fig. 3: S3 - Multiple organisations and
multiple miners.

R1

in1

R2

out1

O2

«shadow»

Miner 1

O1

«source»

Miner 1

Shadowing

Fig. 4: S4 - Shadowing of a miner from
a different organisation.

R1

in1

O2

Miner 1

O1

Miner 2

Miner 3

Miner 

comparator

O3 (e.g., Personal Machine)

R2

out1

Fig. 5: S5 - Multiple organisations and miners (with a personal machine).

that these scenarios are conceptual models (i.e., they miss technical information
for actually executing the pipeline, which we will discuss later in Sect. 3).

2.3 Scenario Validation

To validate the representativeness of the described scenarios, we conducted a
qualitative survey with process mining users. Representativeness can be split up
into two parts: how relevant are these scenarios and how complete are they.

Survey Design and Execution. The goal of the survey was to validate whether
the presented scenarios are understandable and relevant for process mining prac-
tice and whether they are complete with respect to the possible conceptual in-
teractions among the stakeholders, data and algorithms involved in a process
mining project. Moreover, we aimed to gather insights into situations in which
such scenarios might manifest themselves and identify scenarios we might have
missed from our elicitation process. To this end, we designed a qualitative survey
where we provided for each scenario: (i) a textual description of the scenario; (ii)
a concrete example instantiating the scenario; (iii) a graphical representation of
the scenario, (iv) a set of closed and open questions about the scenario and (v)
an open question about scenarios we might have overlooked.

More specifically, the questions in (iv) asked whether the respondent had
understood the scenario, experienced it and in which situations, and about “en-
visioned situations” in which the scenario could occur. Here, we followed an
adaptive design based on whether the respondents indicated that they under-
stood and experienced the scenario. If the respondents reported that they did
not understand the scenario, we asked them to explain why they did not under-
stand it and, then, let them proceed to the next scenario. If the participant had
not experienced the scenario, we skipped the question about the situations in
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which they encountered it and asked only about envisioned situations. In this
way, respondents had to answer at most 5 questions per scenario and could avoid
wasting time on scenarios they did not understand or experience firsthand.

The questions about the scenarios were preceded by some demographic ques-
tions asking respondents about their job role, process mining expertise, and
experience. The latter included experience as “analysts” and “developers” of pro-
cess mining. Additionally, participants were provided with a sample scenario to
get familiar with the scenario description and the graphical notation used.

Before inviting the respondents, we piloted the survey design with two people
external to the author team. Then, we invited respondents following a purposive
sampling strategy and we reached out to people in our research and professional
networks with experience as analysts or developers in process mining projects.
Overall, we sent out 32 invitations to possible participants.

Respondents. 16 people responded and fully completed our survey. All but one
respondent, who works as a process mining R&D lead, work in academia as re-
searchers or professors. The respondents reported an average to advanced process
mining expertise, with the majority indicating good process mining expertise. All
participants have 3+ years of process mining experience, and a quarter of them
have 10+. All but one have experience as analysts in process mining projects
involving customers, and all have experience with developing process mining
algorithms or tools, with half having developed five or more algorithms.

Results. The results of the survey confirmed that the scenarios are relevant
depictions of process mining practice, i.e., they can be understood by process
mining users, and are complete wrt. situations that our respondents have either
encountered or can envision. In Fig. 6, we report the results of the survey for the
two closed questions related to relevance. The figure shows that scenarios S1, S2,
and S4 have been encountered by at least half of the respondents. When referring
to S1, participants reported that “any process mining project matches this sce-
nario” and that it is very common when “clients provide data for the analysis”
or “when developing our own algorithms”. Similarly, S2 was a good example of
using third-party software, either “developed by colleagues or other institutions”
or “commercial tools”, in case “the data is not confidential or protected by a non-
disclosure agreement”. S4 is another example where data confidentiality matters,
which was often encountered when dealing with sensitive or private data as one
respondent describes: “We typically install our system on the hospital’s servers”.
This scenario was also considered relevant for settings where federated learning
is applied. Instead, scenarios S3 and S5 turned out to be encountered by only
a minority of the respondents. However, when looking at the answers to “Could
you envision situations in your work where such a scenario might occur?” it turns
out that these are encountered less often because existing systems do not sup-
port them, and not because these scenarios are less relevant. Indeed, participants
indicated S3 to be an ideal scenario for software-as-a-service, “where providing
access to several algorithms as a service would ease the need of having to search,
download and set the environment to run algorithms” while S5 seemed relevant
for experiments and benchmarking in research, where researchers compare “al-
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S4

S3
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Have you encountered this scenario before in your 

Encountered

Not Encountered

Have you encountered this scenario before in your work or research experience?

Fig. 6: Results of the questions “Have you understood the scenarios?” and “Have
you encountered this scenario before in your work or research experience?”.

gorithms from established frameworks with proprietary ones”. When looking at
the answers to the last question “Are there other scenarios in your work with
process mining that you think are relevant to be supported?” the majority of
the respondents indicated that the five scenarios cover all possible situations
they might think of. However, two respondents hinted at situations in which the
“data is distributed between organisations” and “the objective is to discover a
comprehensive process model.” We agree that this is a shortcoming of the pre-
sented scenarios, but what the respondent asked for (i.e. having repositories in
different organisations serving as input to the same miner, similarly to S3) can
be modelled using the presented concepts. Another important limitation we are
aware of is that of the 16 respondents, 15 came from academia, which limits the
generalizability towards industry.

3 Requirements for a DAPM

Following a Scenario Based Requirement Elicitation [9] process, this section de-
rives more detailed requirements for a platform and a Distributed Architecture
for Process Mining. At the highest level of abstraction, the functional require-
ments for DAPM can be captured in the following use cases:

1. Process mining scenarios:
– DAPM must allow a user to define some specific process mining scenario.
– DAPM must allow a user to deploy and run (enact) a defined process

mining scenario.
2. Access control: DAPM must support user management and access control.

Sect. 3.1 explains the process mining scenarios, Sect. 3.2 explains access con-
trol and Sect. 3.3 outlines the non-functional requirements.

3.1 Functional Requirements – Process Mining Scenarios

For defining scenarios, we distinguish the conceptual (or logical) view and the
physical view, which defines some more technical details. In Sect. 2.2, we focus
mainly on the conceptual view; with the details added here for the physical view,
they can be enacted, which is when we also call them pipelines.

Defining Scenarios: Conceptual View. To define scenarios, we need reposito-
ries, algorithms, and organisations (cf. Sect. 2.2). In our scenarios, the algorithms
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are mostly miners; but there can be other kinds of algorithms, like algorithms
for computing alignments [2]. Each algorithm has a set of inputs from which it
produces some outputs. Most importantly, repositories and the inputs and out-
puts of algorithms can be wired with each other through connectors, defining the
data flow of the processing pipeline represented by the scenario. Typically, the
wiring involves connecting a repository object as an algorithm’s input or linking
the output of an algorithm to a repository object. So far, the scenarios could
actually be any data processing pipeline. However, there are two aspects that are
specific to distributed and cross-organisational process mining. First of all, each
repository and algorithm is associated with an organisation. When the scenario
is enacted, this implies that no data leaves an organisation unless defined by
the wiring. Second, the different repositories and each input and output of an
algorithm are actually associated with a type. This type defines which kind of
data it represents. In the context of process mining, the predominant types are
event logs employed as inputs and process models generated as outputs. How-
ever, other types, such as alignments, might come into play in scenarios involving
conformance monitoring. The spectrum of potential types extends beyond these
examples, warranting further exploration. In addition, there could be a macro
feature for defining some scenarios with inputs and outputs that are not con-
nected to a repository. Such a macro can then be instantiated and used as an
algorithm within other scenarios. This way, mining scenarios can be built up in
a modular way with reusable components.

As discussed before, the wiring of a scenario makes explicit which data is
exchanged among different organisations by a wiring that crosses organisational
boundaries. In some situations, organisations also want to protect the intellectual
property of their algorithm and, therefore, do not want to share the source code
of their algorithm. However, they are willing to share a binary version or some
shadow, which can be executed by a third party without sharing the source code.
This shadowed execution of an algorithm by a third party can also be defined in
a mining scenario (as, for example, in the scenario S4 from Fig. 4).

While defining the conceptual view of a scenario, DAPM should provide
features for validating the scenarios, so that they can actually be deployed and
enacted once the information from the physical view is provided.

Defining Scenarios: Physical View. The physical view of a scenario defines
how the data is actually stored and accessed in a repository, where the algorithms
are running and how they can be initiated and provided with the necessary data,
and which protocols are used for that. We do not go into the details, but the
prototype of Sect. 4, will give some idea.

3.2 Functional Requirements – Access Control

For actually deploying and running a scenario as a process mining pipeline, some
access information and credentials to external services and repositories might be
required. In order to increase reusability, however, these credentials are kept
separate from the conceptual view and the physical view of a scenario.
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Since these credentials are personal and sensitive, DAPM needs a user man-
agement system. In this system, a users will be able to manage and maintain
their credentials and assign them for algorithms (services) and repositories used
in certain scenarios. Once this information is provided, DAPM should be able
to validate the complete scenario and to deploy it as a pipeline. Hereby the de-
ployment of a pipeline should only be possible for valid scenarios and for a user
with the necessary credentials for this scenario.

3.3 Non-functional Requirements

This section explains the most important non-functional requirements for DAPM.
Most importantly, there are security and interoperability. For security, DAPM
must specifically guarantee confidentiality and integrity ensuring that data and
algorithms can only be accessed and changed through DAPM and the scenarios
when explicitly granted access by the defined scenarios and access credentials.
This includes the protection of the intellectual property (IP) of the source code
of certain algorithms. In turn, interoperability guarantees that the data from the
repositories and the algorithms work seamlessly together across different organ-
isations once a scenario is validated. DAPM must be extensible, so that existing
data sources and implementations of algorithms can be easily added, with the
needed input and output types. This might require implementing wrappers for
existing algorithms or transformation of data. However, once these are added to
DAPM, these data types and algorithms should be available for defining scenarios
and be deployable and runnable without further implementation work. The fea-
tures of the scenarios introduced above guarantee configurability and flexibility,
i.e. scenarios can be defined, deployed, and run without any programming and
result in the same outcome for the same data. The separation of the definition
of scenarios and their enactment as well as the separation of the conceptual, the
physical, and the access information will provide reusability, in particular when
combined with macros for defining new algorithms. With the above features of
the scenarios, DAPM can provide data provenance [19], i.e. provide information
when and how certain data was produced by a reference to the scenario. To some
extent, the features of the scenarios also help achieving reproducibility. However,
this will depend on strong assumptions on algorithms provided via the cloud
(being available and not changed) and explicit versioning of the algorithms.

Moreover, when using a micro-service architecture for implementing the dis-
tributed architecture, scalability and elasticity can be achieved by applying ver-
tical and horizontal scaling.

4 Prototype Implementation

In order to demonstrate some of the feasibility of such a platform, we have
implemented a prototype application that employs a micro-service architecture
(MSA) [12]. Note that this prototype focuses on interoperability, extensibility,
and flexibility and not on security and usability. A general overview of the ser-
vices is reported in Fig. 7. The first type of service is the “Repository”, which



10 A. Burattin et al.

Service 
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Get or upload 
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Get configurations
and heartbeats

Get configurations and heartbeats

Fig. 7: Software architecture of the components of DAPM.

stores resources and manages their physical location. The second type of ser-
vice is the “Miner”, providing implementations of algorithms. The wiring and
the configuration of the algorithm are managed through a configuration file that
describes the input and output resources (i.e. the corresponding metadata ob-
jects, with information about the respective type and location) and parameters
of each mining algorithm. A Miner service can be shared as a Docker container
for shadowing algorithms from foreign Miner nodes into themselves. This is done
through a REST API request containing the necessary information for a Miner to
fetch the algorithm file and its configuration from the source. Finally, to support
the discovery and the handling of the nodes, the Service Registry design pat-
tern [16] is implemented as another type of service: the Service Registry. These
nodes use a database to maintain knowledge of registered miners and repository
nodes. We call all the components discussed up to now backend. The Frontend
is a Javascript application that allows the addition of Miner and Repository
nodes. All the source code of the application is available as open-source and is
distributed via GitHub4 with Apache-2.0 license. Our implementation addresses
most of the requirements identified in Sect. 3. Specifically, from the concep-
tual point of view, shadowing is already available. Data confidentiality cannot
be guaranteed for repositories as the current implementation does not have user
management and access control. The wiring is possible in the backend but not in
the current frontend. The current implementation ensures interoperability and
extensibility via RESTful protocol and micro-service architecture, which also
permits flexible scaling and elasticity of service instances. The backend supports
reproducibility and metadata files are used to record provenance information.

5 Related Work

For analysing the state-of-the-art, we look at it from two different perspectives:
the scientific and the platform/tools perspective. When examining the scien-
tific literature, to the best of our knowledge, there is no approach tackling the
identified requirements comprehensively. However, isolated aspects, such as the
wiring (a.k.a., data processing pipelines, data flow, scientific workflow), have
been extensively discussed [4,14]. Moreover, multiple approaches for privacy
in process mining exist, tackling both the anonymisation of data [8] and the
4 See https://github.com/DistributedArchitectureProcessMining.
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techniques themselves [15]. These aspects, however, have been studied in iso-
lation from the deployed platform. Taking the platform/tool perspective, we
conducted a thorough analysis of how existing tools support the non-functional
requirements5. The main tools identified are: ProM [6] is an open-source desktop
application used to prototype new process mining algorithms via a plugin archi-
tecture. RapidProM [1] ports some ProM plugins into the RapidMiner platform.
This platform allows the definition of process mining pipelines for processing
an event log. Similarly to RapidProM, PM4KNIME [11] embeds ProM capa-
bilities into the KNIME platform. Process mining pipelines can be defined and
run locally or, in principle, in remote servers too. RuM [3] is an open-source
desktop application that focuses on Declare models for performing discovery
and conformance. Cortado [18] is an open-source desktop application built on
top of the open-source library PM4Py [5], which focuses on interactive process
discovery. As PM4Py is a library that requires programming knowledge to be
used and is not designed as an end user tool, we did not include it directly in
our comparison. Smyrida [13] is a web application supporting basic mining al-
gorithms. Fluxicon Disco is a commercial desktop application that focuses on
data exploration by providing interactive ways of filtering and tuning the mining
parameters. Apromore is a commercial web-based application that models and
mines processes in the cloud. SAP Signavio Process Intelligence and Celonis of-
fer functionalities comparable to Apromore, while emphasising the capabilities
of easily ingesting data from other systems. When comparing the tools, desk-
top applications permit data confidentiality (as data does not have to leave the
premises of the data owner, on-premise deployments could be viable options
too for web applications), while IP protection is possible for systems that allow
all or some components to be closed-source. Interoperability is generally pos-
sible but requires the manual exchange of files (though with slightly different
meaning compared to what was discussed). Extensibility is possible either via
open-source code or micro-services/plug-in-based architectures (in the former
case, it requires a development team, while the latter is much more tailored to
end users). Scalability and elasticity are easily achievable only for web applica-
tions. Regarding the requirements focusing on the execution of the scenarios,
only partial and very sparse support is seen, with no obvious patterns emerging.

All in all, no platform fully meets the requirements. Despite this, our proto-
type is the only tool with at least partial fulfilment for all requirements.

6 Conclusion and Future Work

In this paper, we focused on integrating data sources and algorithms across
organisations in order to enable process mining. We elicited and validated sce-
narios, and identified corresponding requirements. We also presented a prototype
capable of addressing most of the requirements. In the future, we plan to ad-
vance the prototype by focusing on end users both from an implementation as
well as a conceptual point of view. For example, we will implement and evaluate
5 See https://doi.org/10.5281/zenodo.10298566.
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a type-checking mechanism that would allow to specify only “correct” wirings
or define a proper Domain Specific Language for specifying scenarios tailored to
end users.
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